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containing desired objects (object-based image retrieval). The visual phrase is defined as a pair of frequently co-occurred adjacent
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1. INTRODUCTION

With the increasing convenience of capture devices and wide availabilities of large storage devices, the
amount of digital images an ordinary people can reach has become so vast that effective and efficient
methods are being called for to help us get access to the desired images. Traditionally, there are two
categories of approaches to retrieve images: text-based and content-based. Text-based approaches apply
traditional text retrieval techniques on an image’s annotations, which can be generated manually by
human or automatically by machines [Li and Wang 2003; Jin et al. 2004]. However, human annotation
is laborious and subjective, while machine annotation is incomplete and inconsistent. In fact, a more
fundamental disadvantage with the text-based approach is that image and text are in nature two
different media and the text-based approach can thus not be applicable in some situations. Imagine
such a case: when we see a picture of a never-seen-before face and want to know his/her information,
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Fig. 1. An example scenario to retrieve images containing accordion.

what texts should we think of as query keywords? To complement text-based approaches, content-
based image retrieval (CBIR) approaches have emerged and gradually draw people’s attentions. CBIR
approaches typically adopt the query-by-example strategy: visual contents of user supplied images are
extracted using image processing techniques and organized as feature vectors. The feature vectors are
matched against the precomputed feature vectors of database images, among which some most similar
ones are picked out as retrieval results.

This paper investigates an important branch of content-based image retrieval: object-based image
retrieval (OBIR). The goal of OBIR is to retrieve images containing the desired object by providing
retrieval system an example image or several examples of the desired object. Example application sce-
narios may be “find me images containing accordion” or “find me images containing camera” by querying
the accordion image(s) and camera image(s). We are confident that object-based image retrieval will be
a killer application in near future: With camera-equipped phones becoming commonplace, people can
take photos of unknown objects and send them to search engines to find their information. Actually, we
are not alone in this optimism. Yeh et al. [2004] have built a prototype system to recognize location-
based information from mobile devices using image-based Web search. Like.com is currently offering a
service to allow users to choose accessories from a celebrity’s image and find similar goods within four
categories, that is, watches, jewelry, handbags, and shoes.

Object-based image retrieval is confronted with two difficulties. First, the desired object may only
partially, instead of entirely, occupy the image; Second, objects of the same class may be quite visu-
ally different due to variations in illumination, pose, surrounding clutter, and some other within-class
variations. Hence, object-based image retrieval should address two fundamental challenges: how to
encode each image as a collection of different objects and how to make object matching invariant to
within-class variations. Figure 1 illustrates a scenario of object-based image retrieval for “accordion.”
Although accordion in five images varies in size, appearance and background setting, the four answer
images should all be considered as correct retrieval results.

Our work here draws an analogy between object-based image retrieval and text retrieval. Essentially,
images are particular arrangements of different pixels in 2D space, while documents are particular
arrangements of different letters in 1D space. Figure 2 shows the semantic granularities of image and
document and analogies we draw between their constituent elements. We equate pixel to letter, patch to
word, patch pair to phrase, and object to sentence. Seen from a perspective analogous to text retrieval,
current object retrieval techniques can be generally categorized into three groups: visual letter-based,
visual word-based, and visual sentence-based.

The visual letter-based approach is to retrieve object by using the aggregate of pixel-based attributes
as query, for example, color histogram, texture histogram, and so on. Approaches of this type have
been thoroughly surveyed in review papers (see Section 2.1), and Viper system [Squire et al. 2000] is a
typical example. To retrieve images containing the object in I1 shown in Figure 3, visual letter-based
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Fig. 2. An analogy between image and text document in semantic granularity.

Fig. 3. An example that inspires our visual phrase-based image retrieval approach.

approach may accomplish it by finding all images who are 70% in green and 30% in red. Consequently,
three images I1, I2, I3 are all correct answers. The structural information in the image is completely
ignored in visual letter-based approaches. This is similar to retrieving documents containing sentence
“Adam Sith and Ada Smith” by asking for documents that have a sentence composed of 4 a’s, 3 d’s,
2 h’s, 2 i’s, 2 m’s, 1 n, 2 s’s, and 2 t’s.

Visual word-based approach is to retrieve images containing desired objects by using parts of objects
as queries, which is similar to retrieving documents containing a desired sentence by using the words
in the sentence. In such approaches [Carson et al. 2002; Jing et al. 2004; Sivic and Zisserman 2003],
images are viewed as bags of visual words, where the visual words can be regions segmented by region
segmentation algorithms or local patches extracted by patch extraction algorithms. The inverted index
is well suited to index the (visual) words. Visual word-based approaches take into account the structural
information within each region and patch. However, structural information between regions and patches
is still lost. Let us consider again the example shown in Figure 3. By querying two independent local
patches, we can still have the false match I2. Analogously, querying four independent words Ada, Adam,
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Sith, and Smith is inadequate to distinguish “Adam Sith and Ada Smith” from “Adam Smith and Ada
Sith.”

In visual sentences-based approaches, the object itself, without being parsed into its constituent
elements, is used as a query to retrieve images. For example, in Hoiem’s work [Hoiem et al. 2004], the
query object is represented as a probabilistic model and the model is used as an atomic query. This
is analogous to retrieving documents containing specified sentence by querying the whole sentence
itself, without parsing the sentence into words. To facilitate efficient retrieval, indexing objects and
sentences seem promising, as has been demonstrated in (visual) word-based approaches. However, to
index objects for image retrieval and to index sentences for documents retrieval are both unrealistic.
There are incalculable different sentences and different objects, which require not only a prohibitive
amount of space to accommodate the indexes but also a considerable amount of time to search in these
indexes. Things get even worse for image retrieval in that current computer vision techniques are still
far from maturity to automatically detect and segment various objects in the images. In fact, Hoiem
et al. use no index but resort to exhaustive search. Their system performs a windowed search for the
user’s interested object over location and scale in each database image. Clearly, the brute-force nature
of their approach is not scalable when the image database gets larger.

In addition to letter, word, and sentence, there is another level in the semantic granularity hierarchy
of document: phrase, whose expressiveness is worse than sentence but better than word. Given that
phrases have been successfully adopted in document retrieval [Williams et al. 2004] and document
clustering [Hammouda and Kamel 2004], can we analogously devise a visual phrase-based approach
for effective and efficient object-based image retrieval? This article provides an affirmative answer to
this question. The superiority of (visual) phrase-based retrieval can be illustrated using Figure 3. In
our visual phrase-based approach, we extract local patches from each image and cluster all the patches
into different clusters to form the visual vocabulary. The spatial proximities of patches in the images
are considered by representing frequently co-occurred adjacent patch pairs as visual phrases. Through
an encoding scheme to represent visual phrases as strings, we translate visual phrase-based image
indexing and retrieval into text indexing and retrieval.

To the best of our knowledge, we are the first to bring the concept of phrase in text into image retrieval.
We believe our visual phrase-based approach have at least two merits:

(1) Compared with visual word-based approach, our visual phrase-based approach maintain the struc-
tural information between local patches and are therefore more discriminative to express the struc-
tural concepts in the images.

(2) Compared with visual sentence-based approach, in which object can not be satisfactorily segmented
out due to current technology limitation and the number of different object class are numerous, our
visual phrase can be reliably constructed and the number of visual phrases can be significantly less
than number of visual sentences (objects), since visual phrases may be shared by different object
class. Hence, index technique can be applied to facilitate speedy retrieval.

This article is an extended version of our previous work [Zheng et al. 2006], making following three
enhancements. First, we elaborate in more details on our idea of visual phrase. Second, we propose a
new image similarity measure jointly based on visual word and visual phrase. Third, we conduct more
empirical study to demonstrate the effectiveness and efficiency of our approach.

The rest of the article is structured as follows. In Section 2, we identify the related research fields and
discuss their relation to our work. In Section 3, we describe our methods of constructing visual word from
images and mining visual phrase from visual words. Section 4 presents our image indexing/searching
methods based on visual word and visual phrase. Section 5 demonstrates the experimental results, and
Section 6 concludes the paper.
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2. RELATED WORK

Our related work covers three research fields: content-based image retrieval, object detection, and asso-
ciation mining. Obviously, we can not survey these fields thoroughly here because there are extremely
rich prior efforts in all three fields. We only point out some work as examples and refer reader to survey
papers in the literature.

2.1 Content-Based Image Retrieval

Content-based image retrieval (CBIR) is to use visual content of images themselves, such as color, tex-
ture, shape and spatial configuration, rather than metadata, such as keywords and caption, to search
images from image collections according to users’ interest. CBIR typically adopts the so called query-
by-example setting. The visual contents of images in the image collections are extracted and described
as multidimensional features vectors. The feature vectors of the images in the collections form a fea-
ture database. During retrieving, users feed the retrieval system example images, which are internally
transformed into feature vectors and matched against those in the feature vector database. CBIR is
multidisciplinary and progresses with contributions from diverse research fields such as image process-
ing, computer vision, information retrieval, and database research. As mentioned in the introduction
Section of this paper, content-based image retrieval has gradually evolved from visual letter-based to
visual word and sentence-based. The momentum behind this trend is to use more discriminative image
descriptors to express the structural concept in images and then to narrow the semantic gap [Enser and
Sandom 2003]. Great survey papers on CBIR include Smeulders et al. [2000], Datta et al. [2006], Rui
et al. [1999], and Lew et al. [2006]. Based on the early success of CBIR techniques, many CBIR systems
have been built, including Viper [Squire et al. 2000], BlobWorld [Carson et al. 2002], PicHunter [Cox
et al. 2000], QBIC [Flickner et al. 1995], VisualSeek [Smith et al. 1996], and Photobook [Pentland et
al. 1996], to name just a few. Veltkamp and Tanase [2000] provide an overview of contemporary image
retrieval systems in terms of six technical aspects: querying, relevance feedback, features, matching
measures, indexing data structures, and result presentation. Kherfi et al. [2004] examine various issues
related to the design and implementation of a Web image search engine in their survey.

Most current efforts on CBIR focus on full-image retrieval, in which each image is viewed as an
atomic entity and a single descriptor is used to represent the entire image for the purpose of index-
ing and retrieval. In contrast, there are some works on subimage retrieval [Ke et al. 2004; Luo et al.
2003; Sebe et al. 1999] that are more related to our work. In subimage retrieval, each image is repre-
sented as a collection of entities and two images are considered relevant when they share some similar
portions.

2.2 Object Detection

Automatically detecting objects in images is a long-pursued goal of computer vision and pattern analysis
research. Object detection is challenging because the same object can appear differently in images due
to variations, of illumination and viewing conditions. In addition, objects of same class can have some
within-class variations, while objects of different class may share some between-class similarities. In
object detection, face and vehicle are by far the mostly studied topics, with the hope that successful
detection methods can be generalized to other topics. Two excellent surveys on face detection and
vehicle detection are respectively provided by Yang et al. [2002] and Sun et al. [2006]. Traditional object
detection approaches [Viola and Jones 2001; Papageorgious et al. 1998; Sung and Poggio 1998] consist
of two stages: First, training images are represented using some set of features, and then learning
algorithms are employed to learn models of object’s distribution in feature space. Second, candidate
images are represented using the same features, and windowed search is performed exhaustively over
each location and scale of the candidate image, to examine whether features in the window satisfy the
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learned model. More recently, object detection based on bags of visual words model (BoVWM) is gaining
popularity [Agarwal et al. 2004; Pantofaru et al. 2006; Fergus et al. 2005]. In these approaches, images
are represented as a collection of information-rich image patches, just as articles are represented as
a collection words. A smart adoption of BoVWM in content-based image retrieval is done by Sivic and
Zisserman [2003].

Although the bags of visual words model has demonstrated its success in object detection, its effec-
tiveness in image retrieval is not good enough (see our experiments in Section 5). One reason behind
this phenomenon is that object detection requires training learning algorithms on a large number of
training examples and learning algorithms here essentially play the roles “to adapt and compensate for
the noise and clutter in real-world contexts” [Lew et al. 2006]. In contrast to object detection, in image
retrieval, the number of example images that users provide to retrieval system is usually very few,
making effective learning very difficult, even impossible. Consequently, effective object-based image
retrieval requires image representations more discriminative than visual words.

2.3 Association Mining

Association mining is to find the correlations between items in a dataset. Since the seminal work on
mining market basket data [Agrawal and Srikant 1994], association mining has received considerable
attentions and evolved into a major research subfield in data mining. A recent paper in ACM Comput-
ing Survey [Ceglar and Roddick 2006] presents an excellent survey of association mining, describing
its evolution and covering its fundamental principles. Association mining consists of two stages: fre-
quent pattern mining and inference derivation. The task of frequent pattern mining is to identify the
frequently occurred patterns in the dataset. Goethals [2003] gives a comprehensive survey of most in-
fluential frequent pattern mining algorithms. Since frequent pattern information represents inherent
data characteristics, its potential application has grown out of association mining. Recently, Yan et al.
[2005] proposed a technique to index graph, in which frequent pattern mining is employed to identify
discriminative frequent structures inside graph datasets and those structures are used as basic build-
ing blocks for indexing and database management. Similar to Yan’s work, our work also broaden the
application perspective of the frequent pattern mining technique. The core components of our approach
are to mine the frequently co-occurred adjacent image patch pairs from image datasets and use these
patch pairs to index/search images.

3. VISUAL WORD AND VISUAL PHRASE CONSTRUCTION

Real-world images are usually composed by multiple objects: objects in foreground and objects in back-
ground. As a result, in object-based image retrieval context, each image should not be treated as an
atomic entity and represented using only a single descriptor. Instead, each image should be considered
as a collection of subentities and a descriptor should be assigned to each subentity. Decomposing an
image into subentities can be accomplished through the following three ways: image partition [Luo
et al. 2003; Sebe et al. 1999], image segmentation [Carson et al. 2002; Jing et al. 2004], and local image
patch extraction [Sivic and Zisserman 2003; Lowe 2004]. Image partition is to fixedly divide each image
into m×n portions, which is simple but pays no respect to the composition of objects in the image. Image
segmentation is to cluster pixels in the images into different groups, according to visual similarity and
spatial continuity constraints. The disadvantage of image segmentation is that current image segmen-
tation technique is not mature enough to accurately segment various objects from the image. It’s very
often to get segmentation results either too fine or too coarse. Local image patch extraction is to de-
tect salient structures in the image and then sample the patches surrounding these structures. Salient
structures can be corners, scale space maxima, and so on. Since these structures encode important char-
acteristics of image, the extracted local patches are expected to be information-rich parts of objects.
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Fig. 4. Four example images after local patch extraction. There red circles denote the extracted local patches. Too small patches
are not shown here for clear illustrations.

In our work, we choose to use local image patch extraction to decompose each image into subentities,
because the extracted local patches are distinctive, robust to occlusion and can be extracted reliably (do
not require segmentation). In the following, we describe the local image patch extraction/description
method we used and our visual word and phrase construction methods based on it.

3.1 Local Image Patch Extraction/Description

Local image patch extraction/description has reached some maturity in computer vision literature.
Among many state-of-the-art local patch extraction and description methods, we choose the SIFT
method proposed by Lowe [2004]. Reasons supporting our choice are twofold. First, a recent evaluation
study indicates that the performance of local patch descriptor is independent of its underlying patch
extraction method and SIFT based descriptors perform best compared with other patch descriptors
[Mikolajczyk and Schmid 2005]. Second, SIFT can be highly computationally efficient when approxi-
mation can be tolerated [Grabner et al. 2006]. Here is a brief presentation of Lowe’s SIFT method; exact
details are referred to his original paper.

In Lowe’s method, salient structures—keypoints—are identified using Difference of Gaussian (DoG)
detector. DoG consists of three major steps: (1) scale space extrema detection; (2) keypoint localization;
(3) orientation assignment. In the first step, candidate keypoints invariant to scale and orientation are
detected by searching over all scales and image locations. In the second step, unstable candidate key-
points are pruned away, by performing a fit to model of nearby data. The last step assigned the dominant
orientations to keypoints based on local image gradient directions. DoG can identify a large number of
keypoints (in hundreds, even thousands), which densely cover the image over the full range of scales
and locations. Local patches are then extracted according to the location and scale of the keypoint.
Subsequent patch descriptor computation is performed on the image data that has been normalized in
light of the assigned orientation, scale, and location of the local patch, enables a canonical represen-
tation invariant to these transforms. Figure 4 shows four examples of local image patch extraction by
DoG.

For description purpose, each local patch is divided into 4 × 4 = 16 subpatches. In each subpatch,
an 8-bin orientation histogram is created by accumulating the image samples within the subpatch,
according to their orientation and Gaussian weighted gradient magnitude. The descriptor for the whole
patch is formed by concatenating the orientation histograms from all 16 subpatches.

Besides invariant to image scale and rotation, SIFT features have been shown to be robust to a sub-
stantial range of affine distortion, change in 3D viewpoint, addition of noise, and change in illumination,
which are highly desired by our object-based image retrieval.

3.2 Visual Word Construction

Through local patch extraction/description, each image is represented as a collection of independent
local patches, which are described with 128-dimension SIFT feature vectors. Different local patches are
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then vector quantized into visual words using a clustering algorithm. In our current work, K-Means
clustering is adopted and Euclidean distance between patches’ SIFT feature is used as dissimilarity
measure. Clustering different local image patches can find its counterpart in text retrieval, where each
word is transformed using case folding and stemming techniques before being indexed, for the reason of
effective and efficient retrieval [Witter et al. 1999]. For example, different words bid, bade, bids, bidden,
are turned into a canonical word bid. After visual word construction, each local patch is represented by
a four-attribute item: LPi = {xi, yi, ri, li}, where xand ydenote the coordinates of patch center, r denotes
the radius of local patch, and ldenotes the label of cluster that the patch has bean clustered into, i.e.,
0 ≤ l < K .

Sivic and Zisserman [2003] used two types of patch extraction/description methods to construct visual
vocabulary, with the hope that these two types of patches can complement each other. In contrast, we
only use one SIFT method for patch extraction/description. We also do not use sophisticated clustering
algorithms like those of Jurie and Triggs [2005] in our work. It is noted here that the contribution of
our work is not to evaluate the performances of different local image patch extraction/description and
clustering methods. Instead, our primary contribution is to show that by encoding the spatial relations
between local patches in the visual phrases, we can improve object-based image retrieval performance,
even under the same settings of patch extraction/description and clustering methods. We believe that
partial success with these simple methods in our approach would suggest even greater performance
with more sophisticated techniques.

3.3 Visual Phrase Construction

Before proceeding to our concept of visual phrases in images, let’s examine phrases in text. Phrase is a
syntactic structure consisting of two or more words in sequence with less semanteme than a complete
sentence. Phrases have been successfully adopted in document retrieval [Williams et al. 2004] and
document clustering [Hammouda et al. 2006] in that phrases are more discriminative and unambiguous
than their constituent words. The essential reason for superiority of phrase lies in proximity: adjacent
words in a phrase create a context for interpretation of one another. Analogous to documents, which
are particular arrangements of words in one-dimensional space, images are particular arrangements
of patches in two-dimensional space. Patches in an image are not independent, but jointly make up a
gestalt that our human brains perceive as a picture of a real-world object. The interrelationships among
patches encode important information for our perception. In light of that, we should use both patches
themselves and their interrelationships for effective object-based image retrieval. Actually, we are not
alone to realize the importance of spatial relations between local patches. Marszalek and Schmid [2006]
propose the “spatial weighting” technique to boost the weight of local features that agree on the position
and shape of the object. Wang et al. [2006] incorporate the dependency relationship between patches
through a structure called linkage.

In our definition, a visual phrase is pair of spatially adjacent local image patches. A naı̈ve approach
to construct visual phrase is to consider every pair of local patches as a visual phrase. However, this
is not optimal. Since we have K different visual words, we thus can at most have K (K + 1)/2 distinct
visual phrases. We cope with this problem by considering only the frequent adjacent patch pairs.

Definition 1. Two local patches LPi and LP j are called an adjacent patch pair if and only if they
satisfy the constraint: √

(xi − x j )2 + ( yi − y j )2 ≤ ri + r j . (1)
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Fig. 5. Interrelationships among patches encode important information. Proximity between patch A and patch B in (a) and
proximity between patch A and patch D in (b) help to interpret patch A in two images differently. Patch pair AB occurs in (a) and
(c) because it belongs to same object, i.e., face.

Fig. 6. Algorithm to construct visual phrases.

Definition 2. The patch pair pij = LPiLP j is frequent if and only if the number of images containing
this patch pair exceeds a certain threshold, that is,

|{I |I contains p}| > θ. (2)

With adjacency constraints, visual phrases we constructed are discriminative. Figure 5 shows three
example images. Eye patch in (a) and lens patch in (b) are visually similar and are clustered as the
same visual word A. There is no way to differentiate these two patches when they are treated without
contexts. However, when patch A and B form a visual phrase and so do patch A and D, patch A in
two images can be easily distinguished. That is, the proximity between eye patch and nose bridge
patch B creates a context different from that created by the proximity between lens patch and patch
D. With frequency constraint, visual phrase can be compact. Since nose bridge patch and eye patch
belong to a same object, that is, face, their co-occurrence is expected to be frequent (e.g., in (a) and
(c)). Contrarily, patch C belongs to the background and does not share the same object with eye patch
A. Their co-occurrence is expected to be rare since face can appear with different backgrounds. By
enforcing frequency constraint, we can eliminate patch pairs not belonging to same object and select
the patch pairs truly belonging to same object.

Figure 6 shows our visual phrase construction algorithm. We avoid enumerating all possible patch
pairs by using a priori rule [Agawal and Srikant 1994]: A visual phrase is frequent only when its
constituent visual words are frequent. First, we count the occurrences of each visual word according
to its label l to determine the frequent visual words (line 1, 2, 3, 4). Secondly, we count the occur-
rences of adjacent patch pairs formed by frequent visual words (line 5, 6, 7, 8). Finally, we get the
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visual phrases by selecting the adjacent patch pairs whose occurrences are more than the threshold
(line 9).

4. IMAGE INDEXING AND RETRIEVAL

Through visual word and phrase construction, each image is represented as vectors of visual words and
visual phrases:

Ii = {{VWi}, {VPi}}

{VWi} = {vwij : j = 1, · · · , nwi}

{VPi} = {vpik : k = 1, · · · , npi},
where Ii is the image i, {VWi} is the vector of the visual word in image i, and {VPi} is the vector of the
visual phrase in image i. In this way, we map images into documents and thus can apply document
retrieval techniques to image retrieval.

4.1 Representation of Visual word and Visual Phrase

For the purpose of indexing and retrieval, we need a representation scheme to describe and store each
visual word and visual phrase. We devise a simple but effective method for internal representation of
visual word and visual phrase: visual words are represented as �log10 K �-character strings according
to their labels and visual phrases are represented by concatenating their constituent visual words
with smaller labels appear first. For example, when K = 1000, patch LPi(20, 30, 15, 200) is represented
as 200 and visual phrase pij = LPiLP j (li = 200, l j = 15) is represented as 015200. This internal
representation scheme offers us several important benefits. First, the representation is compact. Even
the total number of our visual words is K = 106, we can represent each visual word and visual phrase
using respectively 6 characters and 12 characters. When text compression techniques [Witter et al.
1999] are applied, the size of representation can be significantly reduced. Second, we avoid particularly
designing data structure for visual phrases. The length of the string encodes the information whether
it is a visual phrase or visual word. Third, we can adopt text indexing/retrieval techniques, which are
quite successful nowadays, for our image retrieval. Fourth, the visual phrase and its constituent visual
word with smaller label are stored adjacently in the index (see Section 4.2), which introduces good
spatial locality and is good indicator for speedy retrieval.

4.2 Image Indexing

In our approach, we use an inverted file [Witter et al. 1999] to index images. The inverted index consists
of two components: one includes indexed visual words and visual phrases, and the other includes vectors
that contain the information about the occurrences of the visual words and phrases. The inverted index
takes the form of:

wp → 〈i, fi,wp, (bo1, · · · , bo fi,wp)〉,
where i is the identifier of an image containing visual word or phrase wp, fi,wp is the number of wp
in image Ii, and bok is the position of the bounding box of wp in the image Ii. All visual vocabularies,
including words and phrases, are stored alphabetically in the index.

4.3 Image Retrieval and Ranking

In retrieval, we extract local patches from the query object and represent label of each patch as the
label of cluster which it falls into. Each pair of patches is examined whether they constitute a visual
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phrase. The query object is finally represented as a list of visual words and phrases. We then consult
the inverted index to find candidate images. All candidate images Ic are ranked according to their
similarities to the query object Iq , which are calculated using TF × IDF rule [Witter et al. 1999] based
on their matched visual words and phrases:

Sim(Iq , Ic) = (1 − α)
1

WqwWcw

∑
w∈Iq∩Ic

(1 + loge fc,w) loge

(
1 + N

fw

)

+ α
1

WqpWcp

∑
p∈Iq∩Ic

(1 + loge fc, p) loge

(
1 + N

f p

)
. (3)

Here, N is number of images in the dataset, f p is the number of images that contain visual phrase p,
and fw is the number of images that contain visual phrase w. Wqp(Wcp) is the weight of Iq(Ic) in visual

phrase field and is defined as: Wqp =
√∑np

p=1 (1 + loge fq, p)2 . Similarly, Wqw(Wcw) is the weight of Iq(Ic)

in visual word field and is defined as: Wqw =
√∑nw

w=1 (1 + loge fq,w)2 . α is a similarity fusion factor with
value in the interval [0,1] to weight visual phrase-based and visual word-based similarity differently.
When α = 0, the similarity is purely visual-phrase based. When α = 1, the similarity degrades to purely
visual word-based. The idea to fuse visual word-based similarity and visual phrase-based similarity
comes from our former observation that if similarity between images is solely based on visual phrase,
related images may be judged as nonrelated if they do not share enough visual phrases [Zheng et al.
2006]. We choose this TF × IDF based measure because it validity has been demonstrated in text
retrieval community. Also, this measure make ranking resistant to noisy visual words and phrases in
the backgrounds of candidate images, because similarity is calculated according to the visual words
and phrases co-occurred in query and candidate image, regardless of noisy visual words and phrases
from candidate image but not occurred in query image.

5. EXPERIMENTS

We now describe the experimental performance of our visual phrase-based image retrieval approach.
The image dataset used in our experiments includes 8707 images from Caltech101 Dataset,1 which
includes objects belonging to 101 classes. The number of images in each class ranges from about 40 to
about 800 and most classes have about 50 images. We random sample ten images from each of these
classes and uses them as query images. The performances of all ten retrieval results are averaged to
indicate the retrieval performance of their belonging class. Ideally, in object-based image retrieval, we
should formulate the desired objects by carefully demarcating these objects in the images. However,
we observe that most of these images are in clean background and we thus use whole images as query
for simplicity reason. All of our experiments are done on a 1GHz Intel Pentium III laptop with 256MB
memory running Microsoft Windows XP. The algorithms are implemented in Java.

5.1 Efficiency

To measure the efficiency of our approach, we calculate the time used to retrieving the top 20 relevant
images to each query image. This time includes the time used to search in the inverted index, the
time to read the candidate images from disk and the time to rank these images. The average retrieval
times for 101 classes range from less than 20 milliseconds to about 180 milliseconds, depending on
the number of visual words and phrases in the query images and the number of retrievd candidate
images need to be ranked. Generally speaking, the average time for each class to get the retrieval

1Available at http://www.vision.caltech.edu/image datasets/caltech101/caltech101.html.

ACM Transactions on Multimedia Computing, Communications and Applications, Vol. 5, No. 1, Article 7, Publication date: October 2008.



7:12 • Q.-F. Zheng and W. Gao

Fig. 7. Comparison of image retrieval effectiveness between visual phrase-based and visual word-based algorithms. X axis
denotes the nth class among all 101 classes and Y axis denotes the score value. For clear presentation, we arrange 101 classes
from left to right in both figures according to the ascending order of their partial visual phrase-based retrieval score. We explicitly
identify out the classes whose visual word-based retrieval results are better than visual phrase-based retrieval. The variation
of retrieval performance among all 101 classes is due to limitation of DoG local patch extractor. DoG works more desirably in
texture-rich images than texture-rare images.
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Fig. 8. Example images from ten object classes whose visual word-based retrieval’s scores are better than those of pure visual
phrase-based retrieval (α = 1).

results is about 40 milliseconds. We note that this is highly efficient given the fact that our dataset
contains 8707 images. It is also worthy of note that this running speed is just to give readers a rough
idea and may be further improved because we do not excise aggressive code optimization in our current
implementation.

5.2 Effectiveness Measure

The most widely adopted effectiveness measure in image retrieval is precision/recall. However, this
measure is not consistent with real-world usages, especially in our object-based image retrieval scenario.
Jansen et al. [2000] once published a real-life study of user queries on the Excite search engine. Their
studies showed that the mean number of retrieved pages (with 10 retrieval results in it) examined
per user is 2.35. Almost 60% of users did not access any results beyond the first page, and only less
than 25% of users view results beyond the second page. Correct retrieval results ranked lower will
be practically meaningless. Although image retrieval is different from text retrieval in that users can
quickly determine relevance of large number of images, we still believe that users will examine only
a few results in real scenarios. The reasons are as follow: (1) As we said earlier, OBIR will be a killer
application for mobile devices. In that context, mobile devices usually have only small screens, which
means each time only a few results can be displayed. (2) Images are much larger than text results in
terms of byte volume, which imposes on the user more bandwidth consumption burden and also takes
users more time to wait for the image results. Here we propose a new effectiveness measure to judge
each retrieval approach, which is defined as follows:

Score(I1, . . . , I20) =
20∑

i=1

wi X i

/
20∑

i=1

wi, (4)

where Ii, 1 ≤ i ≤ 20 is top ith retrieved image to a query image,

wi =

⎧⎪⎪⎨
⎪⎪⎩

2.0 1 ≤ i ≤ 5
1.5 6 ≤ i ≤ 10
1.0 11 ≤ i ≤ 15
0.5 16 ≤ i ≤ 20

and X i =
{

1, Ii contains query object
0, Ii contains no query object

The basic idea of score is to examine the top 20 retrieved images to each query and give more preferences
to images ranked topper. A larger score value means relevant results come earlier or more relevant
results come at the same time, both are practically more appealing. We also normalize the score to
make it in [0,1] range.
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Fig. 9. Some retrieval results. 1st column includes query images, 2nd–6th columns include the top five retrieved images. 1st,
3rd, 5th, 7th and 9th rows are retrieval results by visual phrase-based approach. 2nd, 4th, 6th, 8th and 10th rows are results by
visual word-based approach.
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5.3 Effectiveness

To evaluate our visual phrase-based approach’s effectiveness, we compare it with the visual word-based
approach [Sivic and Zisserman 2003]. For fair comparisons, we implement local image patch extraction
and representation methods in Sivic’s approach using SIFT, the same as we use in our approach. For
visual phrase-based retrieval, we examine two cases in this Section: one is purely visual phrase-based
with similarity fusion factor α = 1, the other is partially visual phrase-based with α = 0.75. The average
retrieval performances of 101 classes of three approaches are plotted in Figure 7. Two visual phrase-
based approaches both generally outperform the visual word-based approach. The average score on all
101 classes is 0.2908 for the pure visual phrase-based approach and 0.3084 for the partially phrase-
based approach, respectively 20% and 27% better than that of the visual word-based approach, which is
0.2428. We attribute this superiority to the fact that a visual word contains only local information, while
a visual phrase contains additional local context information. However, there are 10 classes whose visual
word-based approach’s scores are better than those of the pure visual phrase-based approach. Figure 8
gives example images of these 10 classes. After close examination, we found images in five classes shown
in the top row of Figure 8 are not texture-rich, and only a few local patches can be extracted by the SIFT
algorithm. Consequently, not enough visual patches can be constructed in these images to represent
the query object. The partially visual phrase-based approach successfully overcomes this problem. On
the other hand, query objects in other five classes are in cluttered backgrounds. Remember that when
we retrieved images, we did not carefully demarcate the query objects but use whole images. Hence,
visual phrases from the backgrounds distract the importance of visual phrases from the true query
objects. When we carefully select the query objects, the retrieval performance of these five classes are
significantly improved. In Figure 9, we show five retrieval results of the partially visual phrase-based
approach and the visual word-based approach.

5.4 Influence of Similarity Fusion Factor α

As mentioned in Section 4.3, similarity fusion factorαweights contributions from visual word-base
and visual phrase-based similarity differently. In this Section, we evaluate the factor’s effect on the
performance of image retrieval and identify an optimal value for it. We range α from 0 to 1 with
increment step value 0.05 and calculate the average image retrieval score on all 101 classes. When
α = 0, the similarity measure is purely visual-word based; When α = 1, the similarity measure is purely
visual-phrase based. Figure 10 plots the effect of α. Generally speaking, when taking into account the
visual phrase-based similarity (α 
= 0), the retrieval score is better than the case when considering
visual word-based similarity only (α = 0). However, it does not mean retrieval score grows linearly
with α. The retrieval score peeks when α = 0.75 and putting too much weights on visual phrase-based
similarity (α > 0.75) will bring down the score. The explanation is there are some images, such as those
five in the top row of Figure 8, which are not texture-rich, and very few visual phrases can be constructed
in these image using our approach. From this study, we conclude that visual phrase alone can’t capture
the all the similarity information between objects, the visual word similarity is still required, but to a
smaller degree. We note here that this conclusion is consistent with the observation Hammouda made
in his work on phrase-based document clustering [Hammouda et al. 2006].

5.5 Influence of Visual Vocabulary Size K

In our approach, we use K-Means to construct visual vocabulary and the size of the vocabulary is
determined in advance and all empirical studies shown above is done with K = 1000. However, there is
no universally optimal value for K since it is dependent on the characteristics of the underlying image
dataset. In this Section, we show the empirical study on the influence of visual vocabulary size K on
our dataset.
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Fig. 10. Average image retrieval performance on all 101 classes when similarity fusion factor α changes.

Fig. 11. Average image retrieval performance on all 101 classes when the size of visual vocabulary K changes.

Figure 11 shows the average image retrieval performance on all 101 object classes when size of
visual vocabulary ranges from 1000 to 4500. For each value of K, we compare our visual phrase-based
approach when similarity fusion factor α is 0.75 to its visual word-based counterpart. It can be seen
that the average retrieval performances of the two approaches both peak when K is 3500. The average
score in the visual phrase-based case is 0.422, almost 50% better than in the visual word-based case,
which is only 0.2808. It also can be seen from the figure that for all values of K, average scores in visual
phrase-based cases are all better than those in visual word-based cases, which clearly demonstrates
the validity of our visual phrase concept and superiority of the visual phrase-based retrieval. Another
fact we can observe is that the change of K impact more significantly on visual phrase-based approach.
For example, when K changes from 2000 to 1500, the average score of the visual word-based approach
gently changes from 0.2464 to 0.2408. However, the average score of the visual phrase-based approach
drastically changes from 0.3864 to 0.29. This can be attributed to limitation of the K-Means algorithm:
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similar image patches may be clustered as different visual words when K changes, which adversely
affects the constructed visual phrases.

6. DISCUSSIONS

The problem our work wants to address is specific: to find images containing the desired objects. This
problem can be termed as object-based subimage retrieval, because desired objects may only occupy
a small portion of images and other portions of images are neglected. This problem is different from
object-based whole image retrieval [Garcya-Perez et al. 2006] and image retrieval based on spatial
configurations of object [Smyth et al. 2003], in that those problems assume desired objects occupy the
whole image or are in clear backgrounds, which make it easy to compute “true features” of object without
noise. However, these assumptions rarely hold true in real scenarios.

Our proposed image retrieval mechanism based on “visual phrase” concept can be viewed as a frame-
work, which contains four core components: image patch sampling, image patch clustering, frequently
co-occurred patches mining and similarity ranking. These four components do not tightly couple each
other and can be implemented with different techniques. The ways we take for these components (i.e.,
DoG for image patch sampling, K-Means for patch clustering, Mining two adjacent patches as phrases
and TF × IDF based similarity measure) in this paper can possibly be improved. For example, DoG
works well for texture-rich images and sparsely detects salient points in scale and spatial space. How-
ever, for texture-less images, DoG can only sample a few patches, which may not be enough to express
object’s characteristics. This explains why retrieval performances vary among 101 classes in Section 5.3.
Recently some other dense image patch sampling algorithms have been reported to deliver superior
results, such as [Winn et al, 2005]. Also, visual phrases should not be confined to containing only two
visual words; frequent pattern mining techniques [Yan et al. 2005] can be used to mine phrases contain
various number of words.

7. CONCLUSIONS

In this article, we cast the constituent elements and semantic granularities of images onto those of
documents and then draw an analogy between image retrieval and document retrieval. We successfully
bring the insights and techniques in text retrieval into image retrieval. We elaborate the concept of
visual phrase in images and techniques based on that concept to retrieving images containing the
desired objects. We devise methods to construct, represent, index, and search visual phrases. Our
experimental studies demonstrate that the visual phrase-based approach can perform object-based
image retrieval efficiently and effectively. It is superior to the existing visual word-based approach.
An additional contribution of our work is to open a new application perspective for frequent pattern
mining research. We successfully show that by mining frequently co-occurred spatial patches in images,
we are able to discover the inherent patterns of objects and use these patterns for object-based image
indexing/retrieval.
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